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Chapter One
Introduction and Historical Overview
Of all the legacies of Einstein’s general theory of relativity, none is more fascinating than black holes. While we now take their existence almost for granted, black
holes were viewed for much of the 20th century as mathematical curiosities with
no counterparts in nature. Einstein himself had reservations about the existence of
black holes. In 1939 he published a paper with the daunting title “On a stationary
system with spherical symmetry consisting of many gravitating masses” [135]. In
it, Einstein sought to prove that black holes—objects so dense that their gravity
prevents even light from escaping—were impossible. Einstein’s resistance to the
idea is understandable. Like most physicists of his day, he found it hard to believe
that nature could permit the formation of objects with such extreme properties.
Ironically, in making his case, Einstein used his own general theory of relativity.
That same theory was used, just a few months later, to argue the opposite case: a
paper by J. Robert Oppenheimer and Hartland S. Snyder, entitled “On continued
gravitational contraction” [407], showed how black holes might form.
The modern view—that black holes are the almost inevitable end result of the
evolution of massive stars—arose from the work of Oppenheimer, Subrahmanyan
Chandrasekhar, Lev Landau, and others, in the first half of the 20th century. However, it was not until the discovery in 1963 of extremely luminous distant objects
called quasars that the existence of black holes was taken seriously. What is more,
black holes appeared to exist on a scale far larger than anyone had anticipated.
Quasi-stellar objects, or quasars,1 belong to a class of galaxies known as active
galactic nuclei, or AGNs. What makes these galaxies “active” is the emission of
large amounts of energy from their nuclei. Moreover, the luminosities of AGNs
fluctuate on very short timescales—within days or sometimes even minutes. The
time variation sets an upper limit on the size of the emitting region. For this reason we know that the emitting regions of AGNs are only light-minutes or light-days
across; far smaller than the galaxies in which they sit. At the time, astronomers were
faced with a daunting task: to explain how a luminosity hundreds of times that of
an entire galaxy could be emitted from a volume billions of times smaller. Of all
proposed explanations, only one survived close scrutiny: the release of gravitational
energy by matter falling toward a black hole. Even using an energy source as efficient as gravity, the black holes in AGNs would need to be enormous—millions or
even billions of times more massive than the Sun—in order to produce the luminosities of quasars. To distinguish these black holes from the stellar-mass black holes

1 Purists

reserve the term “quasar” for the subset of quasi-stellar objects that are radio loud.
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left behind by supernova explosions, the term “supermassive black hole” (SBH)
was coined.
For nearly three decades after quasars were discovered, SBHs continued to be
viewed as exotic phenomena and their existence was accepted only out of necessity.
However, by the late 1980s, a crisis was brewing. Surveys with optical telescopes
had shown that the number of quasars per unit volume is not constant with time. By
studying the redshift of the light emitted by the quasar on its journey to the Earth,
astronomers found that the number density of quasars peaked when the universe
was only about 2.5 billion years old and has been declining steadily ever since.
The reason for this evolution is still not completely understood. But whatever
its explanation, the evolution presents astronomers with a challenge. Many of the
quasars with large redshifts simply disappear at lower redshifts. Indeed, of the
quasars that populated the skies almost 10 billion years ago, only one in 500 can
be identified today—but we know of no way to destroy the SBHs that powered the
quasar activity. The unavoidable conclusion is that the local universe is filled with
“dead” quasars, SBHs that have exhausted the fuel supply that made the quasars
shine so brightly 10 billion years ago.
Where are these dead quasars? A reasonable place to look is at the centers of
AGNs. But while the AGNs almost certainly contain SBHs, there are far too few of
them—only a few percent of all galaxies are considered to be active—to account
for the SBHs that once powered the quasars. By the early 1990s, astronomers were
faced with the prospect that an SBH might have to be located at the center of almost
every galaxy, which would make them as fundamental a component of galactic
structure as stars.
This idea—though natural enough—did not come easily, since most galaxies
show no evidence for the emission associated with a central SBH. But the gravitational field of an SBH is strong enough to imprint a characteristic signature on the
motion of surrounding matter at distances that are millions of times greater than the
event horizon. Stars, gas, and dust moving around a black hole—or any compact
object—have orbital velocities that follow the same laws discovered by Johannes
Kepler in the 17th century for the solar system. Moreover, the mass of the compact
object is easily computed once this Keplerian rotation has been mapped. These
arguments have been applied to measure the mass of the SBH in the core of our
own galaxy, the Milky Way. But almost a decade earlier, the same was done for a
distant galaxy, called NGC 4258.
NGC 4258 is a spiral galaxy, like the Milky Way, but containing an active nucleus. Sufficient radiation is produced in the nucleus to excite water molecules in
the gas clouds that orbit around it, resulting in strong, stimulated emission at radio
wavelengths. These so-called water masers can be studied with very high spatial
and velocity resolution using radio interferometric techniques. In 1994, it was reported that the maser clouds trace a very thin disk, which made their dynamics
easy to interpret. It was found that the motion of the clouds followed Kepler’s law
to 1 part in 100, reaching a velocity of 1100 km s−1 at a distance of about one parsec from the center (figure 1.1). Only by assuming that the nucleus of NGC 4258
hosts a central body with a mass 40 million times greater than the Sun could these
observations be explained.
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Figure 1.1 The top panel shows the distribution on the plane of the sky of the water masers
in NGC 4258. The units are milliarcseconds (mas), one mas corresponding to
0.035 pc at the distance of the galaxy. The bottom panel shows the rotation curve
traced by the maser clouds [393].

Perhaps even more remarkable is the case of the SBH at the center of the Milky
Way. The Galactic center has long been known to host a radio source, called Sagittarius A* (Sgr A*), that is at rest, indicating that it must be very massive. But because of the high visible-wavelength extinction toward the Galactic center, almost
70 years elapsed between the discovery of Sgr A* and the demonstration, using
ground-based telescopes, that Sgr A* is in fact an SBH. Beginning around 1992,
two groups, at the University of California at Los Angeles and the Max Planck
Institute in Garching, have monitored the positions and velocities of over a thousand stars within a parsec of Sgr A*. The stellar motions have been reconstructed
by combining the projected motion on the plane of the sky (the “proper motion”)
with the velocity along the line of sight; the latter was measured from the Doppler
shifts of absorption lines in the stellar spectra. These data revealed the unmistakable
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fingerprint of an SBH: stars closer to Sgr A* move faster than stars farther away in
the exact ratio predicted by Kepler’s law. Stars only a few light-days away from the
source move at fantastic speeds, in excess of 1000 km s−1 . Such velocities can only
be maintained if Sgr A* is roughly four million times more massive than our Sun.
The current, best estimate of its mass is about 4.3 × 106 solar masses.
The Galactic center is 100 times closer than the next large galaxy, Andromeda,
and 2000 times closer than the nearby association of galaxies, the Virgo Cluster.
In no other galaxy do we have the opportunity to study the dynamics of individual
stars orbiting a central SBH in such exquisite detail. To make matters worse, water
masers like the one that populates the nucleus of NGC 4258 are very rare, and even
more rarely are they organized in simple dynamical structures that can be easily
interpreted.
In each of these two cases, the data probe regions in which the stellar or gas
motions are completely dominated by the gravitational force from the SBH, just as
the motions of planets in the solar system are dominated by the force from the Sun.
If we were to look further from the center of these galaxies, we would find that the
motion of the stars and gas clouds is influenced more by all the other nearby stars
than by the central black hole.
In this regard, it is useful to define the “sphere of influence” of an SBH as the
region of space within which the gravitational force from the SBH dominates that
of the surrounding stars. The Galactic center stars, and the water masers in NGC
4258, lie well inside the respective spheres of influence. Measuring the mass of an
SBH from data that do not resolve the sphere of influence is a bit like judging the
weight of a turkey that may, or may not, be lurking in a distant bush. The rustling
of the leaves may indicate a turkey; or it might be a bevy of quails; or maybe it’s
just the wind. All one can say for certain is that the bush isn’t hiding an ostrich, or
an elephant.2
Largely with the help of the Hubble Space Telescope, we have now resolved the
spheres of influence of the SBHs at the centers of a handful of nearby galaxies. The
most massive SBH detected to date, with a mass of about four billion solar masses,
belongs to a giant elliptical galaxy M87 at the center of the Virgo Cluster.
Confident of the existence of SBHs, we can begin to ask more fundamental questions about them: How are SBHs related to their host galaxies? How did they form?
What role do they play in galaxy evolution?
A partial answer to the first question emerged in 2000. A strong correlation turns
out to exist between SBHs and the properties of their host galaxies. The mass of an
SBH can be predicted with remarkable accuracy by measuring a single number—
the velocity dispersion, σ , of the stars in the galaxy (figure 1.2). What is so surprising about this relation, aside from its precision, is that the stars whose velocities
are measured are too far from the SBH to be influenced by its gravitational field. In
other words, SBHs appear to “know” about the motion of stars that lie well outside
of their sphere of mutual influence.
The origin of this relation is still being debated by theorists. But whatever its ultimate meaning, the relation is an extremely valuable tool, because it links
2 In fact, in order to place useful constraints on the mass of an SBH, such data must be resolved on scales

about one tenth of the influence radius, as discussed in chapters 2 and 3.
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Figure 1.2 The M• –σ relation. The masses of SBHs are tightly correlated with the velocity
dispersion of the stars in their host galaxies. The scatter of points about the bestfit line is consistent with that expected on the basis of measurement errors alone
(shown by the error bars), implying that the underlying correlation is essentially
perfect. However, as discussed in chapters 2 and 3, the number of galaxies with
reliably measured SBH masses is still quite small.

something that is difficult to measure (the mass of an SBH) to something that is
easy to measure (the stellar velocity dispersion far from the SBH). This makes it
possible to determine the masses of SBHs in large samples of galaxies, much larger
than the sample for which the techniques described previously can be applied. The
result was a new field of endeavor: black-hole demographics. One finds that about
0.1% of a galaxy’s stellar mass3 is associated with its SBH, and the average density of SBHs in the local universe agrees remarkably well with the density inferred
from observations of quasars. For the first time, the SBHs that powered the distant
quasars were fully accounted for.
Current models of galaxy formation suggest that most large galaxies have experienced at least one “major merger” during their lifetime: a close collision between
3 Dark

matter, if it exists, far outweighs luminous matter in galaxies, but most of it is thought to lie far
beyond the nucleus.
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(a)

(b)

Figure 1.3 (a) An optical image of the “antennae” galaxies NGC 4038/4039, believed to be
in the early stages of a merger. (Image courtesy of NASA/STScI/ B. Whitmore.)
(b) The bright pointlike sources in this X-ray image of the same galaxies
may be intermediate-mass black holes. (Image courtesy of NASA/SAO/CXC/G.
Fabbiano et al.)

two galaxies that results in a coalescence (figure 1.3a). Computer simulations suggest that when two spiral galaxies merge, the result is an elliptical galaxy: most of
the gas is converted into stars, and the ordered rotation of stars in a disk is converted
into the more random motions observed in elliptical galaxies. In a galactic merger,
the SBHs at the centers of the two galaxies would sink rapidly to the center of the
merged system through a process called dynamical friction. Once at the center, they
would form a bound pair—a binary SBH—separated by about a parsec. It has long
been known that some active galaxies emit radio jets that twist symmetrically on
either side of the nucleus, suggesting that the SBH producing the jets is wobbling
like a precessing top. This is exactly what would happen in a binary SBH: the spinning SBH that produces the jets would precess as it orbits around the other SBH,
just as the Earth’s axis wobbles due to the gravitational pull of the Sun and the
Moon.
Other active galaxies show periodic shifts in the amplitude or Doppler shift of
their emission. The best-studied case, a quasar called OJ 287, has experienced several major outbursts every 12 years since monitoring began in 1895. These flares
could be produced by a smaller SBH (108 solar masses) passing through the accretion disk of a larger one (109 solar masses) once every 12 years. In the last few
years, a number of other candidate binary SBHs have been found, some with apparent separations as small as 10 parsecs. While the number of such cases is still
very small, astronomers believe that most or all of the SBHs currently observed at
the centers of nearby galaxies must have been preceded by massive binaries.
As the two black holes in a binary system orbit each other, they emit energy
in the form of gravitational waves, ripples in space-time that propagate outward
at the speed of light. Any accelerating mass produces this kind of radiation, but
the only systems that can produce gravitational waves of appreciable amplitude
are pairs of relativistically compact objects—black holes or neutron stars—in orbit
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about each other. Gravitational waves carry away energy, and so a system emitting
gravitational radiation must lose energy—in the case of a binary black hole, this
means that the two black holes must spiral in toward each other. The infall would
be slow at first, but would accelerate until the final plunge when the two black holes
coalesced into a single object. The coalescence of a binary SBH would be one of the
most energetic events in the universe. However, virtually all of the energy would be
released in the form of gravitational waves, which are extremely difficult to detect;
there would be little if any of the electromagnetic radiation (light, heat, etc.) that
make supernova explosions or quasars so spectacular.
No direct detection of gravitational radiation has ever been achieved, but the
prospect of detecting gravitational waves from coalescing black holes is extremely
exciting to physicists: it would constitute robust proof of the existence of black
holes and it would permit the first real test of Einstein’s relativity equations in
the so-called strong-field limit. Furthermore, by comparing the gravitational waves
of coalescing black holes with detailed numerical simulations, the masses, spins,
orientations, and even distances of the two black holes could in principle be derived.
The prospect of observing the coalescence of a binary SBH is one of the primary
motivations behind building a gravitational-wave detector in space. Existing,
Earth-based gravitational-wave detectors are not able to detect the long-wavelength
gravitational waves that would be generated by binary SBHs. A detailed design
exists for a space-based detector, called the Laser Interferometer Space Antenna or
LISA, which would consist of three spacecraft separated by five million kilometers
flying in an equilateral triangle in the Earth’s orbit. A passing gravitational wave
would stretch and squeeze the space between the spacecraft, causing very slight
shifts in their separations. Although such shifts are tiny—some 10−12 m across—
they could be detected by laser interferometers.
The scientists who propose instruments like LISA must address one important
question: How frequently will the instrument detect a signal from coalescing black
holes? Space-based interferometers will have the sensitivity to detect mergers of
SBHs out to incredible distances, essentially to the edge of the observable universe.
One way to estimate the event rate is to calculate how frequently galaxies merge
within this enormous volume. On this basis, a telescope like LISA should detect
at least one event every few years. However, the situation is more complicated
than this, since it is only the final stages of black-hole coalescence that produce
an observable signal. In order to reach such small distances—less than 0.01 pc—
the black holes must first spiral together from their initial separation of several
parsecs. Gravitational radiation itself is too inefficient to achieve this; some other
mechanism must first extract energy from the binary or else the decay will stall at
a separation too great to generate a measurable signal for gravitational-wave telescopes. The prospect that some binaries might fail to close this gap has been called
the “final-parsec problem.” (Of course, it is a “problem” only from the standpoint
of the physicists who hope to detect gravitational waves.)
As the merging galaxies come together, the two SBHs fall rapidly to the center of the merged system, dragged by the dynamical friction force acting on the
galaxies as a whole. Once the binary is in place, a new mechanism comes into play
called the gravitational slingshot. Any star that passes near to the massive binary
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Figure 1.4 One of the first computer simulations of a merger between two galaxies containing supermassive black holes [386]. Time progresses from upper left to lower
right; the contours indicate the projected density of stars, and the SBHs are indicated by the two filled circles.

is accelerated to high velocities and ejected, taking energy away from the binary
and causing its orbit to decay slightly. As a result, the separation between the SBHs
gradually shrinks, although perhaps not enough to place the massive binary into the
gravitational-wave regime.
There is good observational support for this model. Ejection of stars from a
galactic nucleus by a massive binary would drastically lower the density of stars
there, on a spatial scale roughly equal to the gravitational influence radius of the
larger SBH (figure 1.4). Just such a feature—a low-density core, or “mass deficit”—
is always found in bright elliptical galaxies, which statistically should have experienced the most mergers.
These cores are formed at an early stage in the evolution of the binary, and their
presence does not necessarily imply that the two SBHs coalesced. If coalescence
were delayed, long enough for a third SBH to be brought in by a subsequent galaxy
merger, the three massive objects could undergo a gravitational slingshot. The
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resulting violent interaction could eject one or more of the black holes from the
nucleus, and possibly from the entire galaxy. In this way, rogue SBHs might be
created that drift forever between the galaxies.
Another prediction concerns the spins of black holes. If two SBHs coalesce, their
orbital motion during the final plunge is converted into rotation of the resulting
object. This means that SBHs at the centers of galaxies should be rotating rapidly.
Furthermore, the directions of their spin axes should be essentially random, since
the mergers responsible for imparting the spin take place from random directions.
This prediction is consistent with observations of the orientations of radio jets in
active galaxies, which are thought to point in the same direction as the spin axis of
the black hole: the jet orientations are random with respect to the orientations of
their host galaxies.
The presence of an SBH in the nucleus of every or nearly every galaxy has become a standard paradigm (even though the number of secure dynamical detections
of SBHs is still quite small—depending on whom is asked, somewhere between
5 and 50). However, all of the SBHs detected so far have masses above about
one million solar masses, while black holes created in supernova explosions are
believed to be much smaller, probably no more than about 20 solar masses. Nothing definite is known about the existence of “intermediate-mass black holes,” with
masses between 102 and 106 solar masses. Empirical scaling relations like the one
plotted in figure 1.2 suggest that a natural place to look for such objects might be at
the centers of dwarf galaxies. However, the galaxies would need to be quite near in
order for the SBH influence spheres to be resolved. There are a few such galaxies
in the Local Group, the collection of three large, and many smaller, galaxies that
contains the Milky Way. Hubble Space Telescope data have been obtained for two
of these galaxies. Only an upper limit on the mass of a putative black hole could
be found—either because no massive black hole was present, or because the sphere
of influence was too small to be resolved. Frustratingly, the upper mass limits are
close to what the scaling relations predict.
Resolving the issue of whether these intermediate objects exist goes beyond mere
bookkeeping: it might be crucial for understanding how SBHs form. X-ray images
of galaxies that are the sites of recent mergers, like the “antennae” galaxies, reveal
pointlike X-ray sources that are too bright to have been produced by accretion onto
a ten-solar-mass black hole (figure 1.3b). It is possible that these X-ray sources are
produced by intermediate-mass black holes that formed, perhaps via runaway stellar mergers, in dense star clusters. With time, such star clusters might spiral toward
the center of their host galaxy—thanks to the same dynamical friction process already described. The intermediate-mass black holes deposited at the galaxy’s center
might subsequently merge to form supermassive ones; or at least contribute to their
mass; or, they might continue to orbit for long periods of time around the SBH.
Before the presence of SBHs at the center of every galaxy became accepted, theoretical studies of galactic nuclei usually invoked the same physical mechanisms—
stellar encounters and collisions in a dense stellar system—as a source of nuclear
evolution. In these models, the density of a galactic nucleus gradually increases as
stars exchange kinetic energy in near collisions—or “gravitational encounters,” as
they are called. The increase in density leads to a higher rate of physical collisions
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between stars; when collision velocities exceed 1000 km s−1 , roughly the escape
velocity from a star, collisions liberate gas that falls to the center of the system and
condenses into new stars which undergo further collisions. Later it was argued that
the evolution of a sufficiently dense nucleus might lead to the formation of a massive black hole at the center, either by runaway stellar mergers or by creation of a
massive gas cloud which subsequently collapses.
A fundamental timescale in these models is the relaxation time: the time over
which gravitational (not physical) encounters between stars cause them to exchange
orbital kinetic energy. In order for the evolutionary models to be viable, the relaxation time must be less than about 100 million years, implying very high stellar
densities—much higher than could be confirmed via direct observation at the time,
or indeed now. The necessity of attaining high densities in order for these evolutionary models to work was clearly recognized. For instance, W. Saslaw [475]
wrote,
It is an extrapolation from the observations of galaxies we have discussed to the idea that even more dense stellar systems exist. . . . Yet
this follows naturally enough from the observations of quasars and the
realization that the central density of massive compact stellar systems
increases with age.
L. Spitzer [501] speculated,
The rate of dynamical evolution will depend on how compact is the
stellar system resulting from initial gas inflow. If this rate of evolution
is slow, activity will not begin for a long time. In fact, in some systems
there might be a wait of 1012 years before the fireworks begin.
We now know that relaxation times near the centers of galaxies are much longer
than 100 million years: partly as a result of the presence of SBHs, which increase
the mean velocities of stars and reduce the rate of gravitational encounters (which
have a strongly velocity-dependent cross section), and, in larger galaxies, because
of the low-density cores. The long relaxation times imply that nuclear structure will
still reflect to a large extent the details of the nuclear formation process; and indeed
the persistence of the cores is probably an example of this.
The fact that most galactic nuclei are essentially “collisionless”—that is, their relaxation times are longer than the age of the universe—has important implications
for their allowed dynamical states. In a collisional nucleus—that is, one that is many
relaxation times old—the distribution of stars will have had time to evolve to a
more-or-less unique form, a so-called Bahcall–Wolf cusp, in which the stellar density rises steeply with radius into the SBH. We have recently learned that the Milky
Way probably does not contain such a cusp, in spite of the fact that it has one of the
shortest measured relaxation times. In a collisionless nucleus, on the other hand,
the range of allowed stellar distributions is much larger: anything from rapidly rotating disks like the solar system, to spheroidal configurations in which the stellar
motions are essentially random, to lopsided configurations. It is the possibility of
such a wide variety of dynamical states that makes the interpretation of observational data so frustrating, and the theoretical study of nuclei so fascinating.

